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Figure 1: Sample input images are animated in the paper. 

Abstract (partial from the paper) 

In this project, we implement the paper, “Animating Pictures with Stochastic Motion Textures”, from 

Professor Yung-Yu Chuang in SIGGRAPH 2005. The goal of this paper is to animate pictures with stochastic 

motions texture, which is a time-varying 2D displacement map applied to the pixels in the layer. According to 

this processing, we can generate the ripple of water, the bobbing of boat, and the drifting of cloud. Some of 

the result images are shown in the final section, and the result videos will be post to my personal webpage 

later. 

In this paper, we explore the problem of taking a still picture and making it move in convincing ways. In this 

paper, we limit our domain to scenes containing passive elements that respond to natural forces in some 

oscillatory fashion. We use a semi-automatic approach, in which a human user segments the scene into a 

series of layers to be individually animated. The automatic part of the approach works by synthesizing a 

“stochastic motion texture” using a spectral method — i.e., a filtered noise spectrum whose inverse Fourier 

transform is the motion texture. The motion texture is a time-varying 2D displacement map, which is applied 

to each layer. The resulting warped layers are composited, along with “inpainting” to fill any holes, to form 

the animated frames. The result is a video texture created from a single still image, which has the advantages 

of being more controllable and of generally higher image quality and resolution than a video texture created 

from a video source. We demonstrate the technique on a variety of photographs and paintings. 

1 Introduction 

In this paper, we explore how a set of explicitly encoded priors might be used to animate pictures on a 

computer. The fully automatic animation of arbitrary scenes is, of course, a monumental challenge. In order to 

make progress, we make the problem easier in two ways. First, we use a semi-automatic, user-assisted, 

approach. In particular, we have a user segment the scene into a set of animatable layers and assign certain 

parameters to each one. Second, we limit our scope to scenes containing passive elements that respond to 

natural forces in some oscillatory fashion. The types of passive elements we explore include plants and trees, 

water, floating objects like boats, and clouds. The motion of these objects is driven by the same natural force, 

namely, wind. While these may seem like a limited set of objects and motions, they occur in a large variety of 

pictures and paintings, as shown in Figure1. 

It turns out that all of these elements can be animated in a similar way. First, we segment the picture into a set 

of user-specified layers using Bayesian matting [Chuang et al. 2001]. As each layer is removed from the 
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picture, “in-painting” is used to fill in the resulting hole. Next, for each layer, we synthesize a stochastic 

motion texture using spectral methods [Stam 1995]. Spectral methods work by generating a noise spectrum in 

the frequency domain; applying a (physically based) spectrum filter to that noise, which is specific to the type 

of natural force and to the type and parameters of the passive object being affected; and computing an inverse 

Fourier transform to create the stochastic motion texture. This motion texture is a time-varying 2D 

displacement map, which is applied to the pixels in the layer. Finally, the warped layers are recomposited to 

form the animated picture for each frame. 

The resulting moving picture can be thought of as a kind of video texture [Schodl et al. 2000]—although, in 

this case, a video texture created from a single static image rather than from a video source. Thus, these results 

have potential application wherever video textures do, i.e., in place of still images on Web sites, as screen 

savers or desktop “wallpapers”, or in presentations and vacation slide shows. In addition, there are several 

advantages to creating video textures from a static image rather than from a video source. 

2 Method 

We begin with a manually segmentation of the input image into a list of layers. Then, after matting and 

inpainting, we generate three different kind of animation on different layers. Finally, by compositing all the 

layers, we obtain the animated results with stochastic motion textures. Here, we will describe the algorithm 

and details of each step. 

2.1 Layering  

 

Figure 2: Overview of the system in the paper. 

Fundamentally, layering is to segment the input image I into layers so that, within each layer, the same motion 

texture can be applied. For example, for the painting in Figure2, we have the following layers: water, sky, 

bridge and shore, three boats, and the eleven trees in the background, on which implement wave motion, static, 

static, and bobbing and joggle motion respectively. To accomplish this, we use an interactive object selection 

tool such as Adobe Photoshop. 

2.2 Inpainting 

After layering different kind of motion, some layers will be moving, so some occluded parts of the 

background might become visible. Hence, after extracting a layer, we use an inpainting algorithm to fill the 

hole in the background behind the foreground layer. We use the example-based inpainting algorithm of 

[Criminisi et al. 2003] because of its simplicity and its capacity to handle both linear structures and textured 

regions.  
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Figure 3: Region filling algorithm 

We now proceed with the details of the Criminisi's inpainting algorithm.  

First, a user selects a target region, Ω, to be removed and filled. The source region, ϕ, may be defined as the 

entire image minus the target region (ϕ =  Ι − Ψ), as a dilated band around the target region, or it may be 

manually specified by the user. 

Next, as with all exemplar-based texture synthesis [10], the size of the template window Ψ must be specified. 

We provide a default window size of 9×9 pixels, but in practice require the user to set it to be slightly larger 

than the largest distinguishable texture element, or “texel”, in the source region. 

 
Figure 4: Notation diagram. 

Given a patch Ψp centered at the point p for some p ∈ δΩ, its priority P(p) is defined as the product of 

two terms: 

P(p) = C(p)D(p) 

where C(P) is the confidence term and D(p) is the data term, and they are defined as follows: 

C(p) =  
∑ C(q)q∈Ψp∩Ω

|Ψp|
 

where |Ψp| is the area of Ψp. During initialization, the function C(P) is set to C(p) = 0 ∀p ∈ Ω, and 

C(p) = 1 ∀p ∈ Ι − Ω . The confidence term C(P)  is a measure of the amount of reliable information 

surrounding the pixel p. The intention is to fill first those patches which have more of their pixels already 

filled, with additional preference given to pixels that were filled early on. 

D(p) =  
|∇Ip

⏊ ∙ np|

α
 

where α is a normalization factor (e.g., α = 255 for a typical grey-level image), and np is a unit vector 

orthogonal to the front δΩ in the point p. The data term D(p) is a function of the strength of isophotes 

hitting the front δΩ at each iteration. This term boots the priority of a patch that an isophote "flows" into. 

Note that the inpainting algorithm does not have to be perfect, since only pixels near the boundary of the hole 

are likely to become visible. However, sometimes, we do have to perform manual inpainting to better 



Final Project Write-Up 

4 
 

maintain layers’ structures, for example, the boats in Figure7. After the background image has been inpainted, 

we work on this image to extract the next layer.  

2.3 Animation 

In this section, we describe the approach to synthesizing the stochastic motion textures that drive the animated 

image. We have implemented three different kinds of animation: the ripple of water, the bobbing of boat, and 

the drifting of cloud. 

2.3.1 Ripple of Water 

Generating the ripple of water is the most challenging task in this project. Firstly, we calculate a perspective 

transformation T which project pixel in 2D image plane into 3D scene space. Then, we synthesize a 

time-varying height field for the water plane. Phillips spectrum is a comfortable filter for waves, because it 

can generate a scene that contain passive element responding to natural force (e.g. wind force) in an 

oscillatory fashion. 

2.3.1.1 Projection 

The motion skeleton for water is simply a plane; we assume that the image plane is the x-y plane and the 

water surface is parallel to the x-z plane. To correctly model the perspective effect, the users roughly specifies 

where the plane is. This perspective transformation T can be fully specified by the focal length and the tilt of 

the camera, which can be visualized by drawing the horizon [Criminisi et al. 2000]. 

To begin we define an affine coordinate system X, Y, Z in space. Let the origin of the coordinate frame lie on 

the reference plane, with the X and Y-axes spanning the plane. The Z-zxis is the reference direction, which 

is thus any direction not parallel to the plane. The image coordinate system is the usual xy affine image 

frame, and a point X in space is projected to the image point x via a 3 × 4 projection matrix T−1 as: 

x = 𝑇−1𝑋 = [𝑝1 𝑝2 𝑝3 𝑝4]𝑋 

where x and X are homogeneous vectors in the form: x = (𝑥, 𝑦, 1)′, X = (𝑋, 𝑌, 𝑍, 1)′. The first three 

columns of T−1 are the vanishing points for the X, Y and Z directions as 𝑣𝑥 , 𝑣𝑦 and v; 𝑝1 = 𝑣𝑥 , 𝑝2 =

𝑣𝑦 , 𝑝3 = 𝑣, and that the final column of T−1 is the projection of the origin of the world coordinate system, 

o = 𝑝4. 

Since our choice of coordinate frame has the X and Y axes in the reference plane, 𝑝1 = 𝑣𝑥, 𝑝2 = 𝑣𝑦 are two 

distinct points on the vanishing line. Choosing these points fixes the X and Y affine coordinate axes. We 

denote the vanishing line by l, and to emphasis that the vanishing points 𝑣𝑥 and 𝑣𝑦 lie on it, we denote 

them by 𝑙1
⊥, 𝑙2

⊥, with 𝑙𝑖
⊥ ∙ 𝑙 = 0. The final column must not lie on the vanishing line, since if it does then all 

three columns are points on the vanishing line, and thus are not linearly independent. Hence we set it to be 

o = 𝑝4 =
𝑙

‖𝑙‖
= 𝑙. 

Therefore the final parameterization of the projection matrix T−1 is: 

T−1 = [𝑙1
⊥ 𝑙2

⊥ αv l̂] 

Where α is a scale factor. 

b⃑ = T−1 [

𝑋
Y
0
1

], b′⃑⃑  ⃑ = 𝑇−1 [

𝑋
Y
∆h
1

] 

where b⃑  is a point on the image plane, and b′⃑⃑⃑   is the altered corresponding point to b⃑  on the image plane. 
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After specifying the water plane, the water is animated using a time-varying height field h(q, t), where 

q =  (xq, y0, zq) is a point on the water plane. To convert the height field h tothe displacement map Mt(p), 

for each pixel p we first find its corresponding point, q = Tp, on the water plane. We then ass the 

synthesized height h(q, t) as a vertical displacement, which gives us a point, q′ = (xq, y0 + h(q, t), zq). We 

then project q′ back to the image plane to get p′ = T−1q′. The displacement vector for Mt(p) = p′ − p is 

therefore: 

Mt(p) =  T−1[Tp + (0, h(Tp, t), 0)] − p 

The above model is technically correct if we want to displace objects on the surface of the water. In reality, the 

shimmer in the water is caused by local changes in surface normal. Therefore, a more physically realistic 

approach would be to use normal mapping, i.e., to convert the surface normal computed from the spatial 

gradients of h(q, t) into two-dimensional displacements. We have found that our current approach produces 

pleasing, realistic-looking results and plan to study the more physically-motivated reflections model in the 

future. 

2.3.1.2 Synthesize a time-varying height field 

To synthesize a time-varying height field for the water, we use the time-varying wind velocity derived in the 

previous section to synthesize a height field matching the statistics of real waves, as described by Mastin et al. 

[1987]. 

Fundamentally, we wish to model the water surface as a height field h(q, t) at every horizontal position 

x⃑ =   (x, z) which is a sum of sinusoids with complex, time-dependent amplitudes. The height of the water at 

location x⃑  at time t is: 

h(x⃑ , t) =  ∑H

s

(s , t)eis⃑ x⃑  

where t  is the time and s  is a two-dimensional vector with component s =  (sx, sz), sx = 2πn Lx⁄ , 

sz = 2πm Lz⁄ , and n and m are integers with bounds −N 2⁄ ≤ n ≤ N 2⁄  and −M 2⁄ ≤ m ≤ M 2⁄ . The 

ifft process will generate the height field at discrete points x⃑ =  (nLx N,mLz M⁄⁄ ) which we will use to 

construct water motion. M × N is the grid size with Lx × Lz square meters, which will be explained later. 

The ifft representation produces waves on a patch with horizontal dimensions Lx × Lz, outside which the 

surface is perfectly periodic. In practical applications, patch sizes vary from 10 meters to 2 kilometers on a 

side, with the number of discrete sample points as high as 2048 on each direction (i.e. grids that are 

2048 × 2048). The patch can be tiled seamlessly as desired over an area. 

Since we wish to construct a repeatable tile of displaced water, it is convenient to construct a 

frequency-domain representation and take its inverse Fourier transformation since, by definition, this produces 

an appropriate spatially periodic signal(height field). We process directly from Tessendorf's work and define a 

set of complex Fourier domain amplitudes and their initial phase values for our wave height at time zero: 

H0(s ) =  
1

√2
(ξr + iξi)√P(s ) 

where ξr and ξi are ordinary independent draws from a Gaussian random number generator, with mean 0 

and standard deviation 1. Gaussian distributed random numbers tend to follow the experimental data on water 

waves, but of course other random number distributions could be used. 

The spectrum filter P(s ) we use for waves is the Phillips spectrum, which is a power spectrum describing the 

expected square amplitude of waves across all spatial frequencies, s : 

P(s ) =  A
e[−1 (sL)2⁄ ]

s4
|ŝ ∙ v̂mean|

2 
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where s =  |s |, L =  v̂mean
2 g⁄  is the largest possible waves arising from a continuous wind of speed 

v⃑ =  (vx, vz), g is the gravitational constant and ŝ and v̂mean are normalized frequency and wind direction 

vectors. A is a numeric constant which globally affects the wave heights. The cosine factor |ŝ ∙ v̂mean|
2 term 

is responsible for eliminating waves moving perpendicular to the wind direction. 

Now H0 is an instance of the height field which we can animate by introducing time-varying phase. However, 

waves of different spatial frequencies move at different speeds. For a wave of pulsation ω = 2π T⁄  and wave 

number s = 2π λ⁄ , the relationship between the spatial frequency and the phase velocity is described by the 

well-known dispersion relation, 

ω(s) =  √gs 

The time varying height spectrum can thus be expressed as: 

H(s  , t) = H0(s )e
[iω(s)t] + H0

∗(−s )e[−iω(s)t] 

where the H0
∗ is the complex conjugate of H0. We can now compute the height field at time, h(q, t) as the 

two-dimensional inverse Fourier transformation of H(s , t) with respect to spatial frequencies s . This form 

preserves the complex conjugation property H(s , t) = H∗(s, t⃑⃑ ⃑⃑  ) by propagating waves "to the left" and "to the 

right". In addition to being simple to implement, this expression is also efficient for computing h(q, t), since 

it relies on ffts, and because the wave field at any chosen time can be computed without computing the field at 

any other time. 

2.3.2 Bobbing of Boat 

We generate the motion of a bobbing boat by an 2D rigid transformation composed of a translation for 

heaving and a rotation for rolling. A boat moving on the surface of open water is almost always in oscillatory 

motion [Sun et al. 2003]. Hence, the simplest model is to assign a sinusoidal translation and a sinusoidal 

rotation.  

However, this often looks fake. In principle, we could build a simple model for the boat, convert the height 

field of water into a force interacting with the hull and solve the dynamics equation for the boat to estimate its 

displacement. However, since our goal is only to synthesize an approximate solution, we directly use the 

height field of the wave to move the boat, as follows. 

We let the user select a line close to the bottom of the boat. Then, we sample several points along the line. For 

each point qi, we look up the corresponding 2D projection of the height field h(qi, t). Finally, we use linear 

regression to fit a line through the qi's. The position and orientation of the fitted line then determine the 

heaving and rolling of the boat. 

2.3.3 Drifting of Cloud 

Another common element for scenic pictures is clouds. In principle, clouds could also be modeled as a 

stochastic process. However, we need the stochastic process to match the clouds in the image at some point, 

which is harder. Since clouds often move very slowly and their motion does not attract too much attention, we 

simply assign a translational motion field to them. As with water, we have to extend the clouds outside the 

image frame in some way, since their motion in one direction will create holes that we have to fill. 

3 Results 
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Figure 5: The Boat Studio by Claude Oscar Monet. 

We have developed a program in Matlab to implement matting, inpainting, motion editing and generating the 

video results. Our program has applied to a famous oil painting: The Boat Studio by Claude Oscar Monet. 

Here, we summarize some of the results and discuss some details in creating it. 

  

  

  
Figure 6: Matting. 

Matting and inpainting are the fundamental parts of our project. Adobe Photshop has been used to crop the 

http://www.claudemonetgallery.org/artist-page-.html
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original painting into different layers manually: boat, entire background, upper half background, lower half 

background and cloud. In order to generate a sharp edge of the boat and a soft edge of the cloud, we set the 

pixel number of edge feather manually.  

 

Figure 7: Inpainting. 

Thanks to Sooraj Bhat’s programming work, we inpaint the blank area of the boat in the background mat. For 

this 563 × 677 pixels image, inpainting is a time-consuming part in our program and usually consumes 

more than 30 minutes. After this intelligent inpainting, we full fill the other blank area of mats by pure black, 

so as to enable overlapping the mats in the end of this program. 

 

Figure 8: Generate stochastic motion into water. 

Generating the stochastic motion texture of water is the critical goal in our project. According to the Phillips 

spectrum filter used for waves, we obtain a breeze stirred water image in each frame. Calculating the height 

field, and generating the displacement for each pixel is the most time-consuming part in our program. It 

spends approximately 3 hours to produce such a frame of animation. 
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Figure 10: Animation of boat and cloud. 

Above figures present the bobbing animation of the boat and drifting animation of cloud. Overlapping all of 

the animating mats into a single image, and organizing them according to a time ordering, finally, we produce 

the final result into a video. 
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